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Summary

Taking your business to the internet does not guarantee success. The internet makes it easy for competitors to join the market and  for consumers to change suppliers. It is more than ever necessary to be able to identify your customers, understand their buying behaviours and profitability, to interact with them as individuals, and retain them. To do this you need lots of good quality information and the ability to analyze it thoroughly and quickly. That is e-Business Intelligence. Developments in the Oracle server make it the premier platform for e-Business Intelligence. This paper discusses the major developments covering availability, scalability, manageability, and speed, through summary management, table partitioning strategies, extract and load features, and server-side analytic functions.

e-Business Intelligence is Mission-Critical

Whether you are a .com startup, or an established ‘brick-and-mortar’ enterprise adding an internet channel, just being able to trade on the internet does not guarantee success, or even survival. Competition is more intense. The internet  sidesteps geographic and cultural barriers to new entrants, and offers low startup costs, lower overheads and faster lead times. The internet makes it easy for consumers to access the market place, and easy to ‘browse’ all of the possible suppliers and their product and service information. Everyone has the same, easy access, and the same, easy information. In economic theory, the ‘perfect’ market, that is the free market which works at maximum efficiency, is one in which everyone has the same ‘perfect’ access and the same ‘perfect’ information. Theoretical perfection may be unattainable, but the internet marketplace is much closer to that theoretical perfection than conventional physical marketplaces.

To survive and prosper, an e-Business has to maximise its competitive advantage, that means making best use of the knowledge that only it has about its customers. Who are they? Are we attracting the right kind of consumer for our product? Are our transactions with them profitable? Of the people who visit our website, who buys and who does not? Why? What else could we sell them? How successful are our promotions? What other promotions should we run?  What are the fastest and slowest selling items? If you cannot answer these questions you could quickly become an ex-Business.

Bloor Group recently reported research by Bain, and by Resource Marketing indicating that e-Business customers are not profitable in the first year of their relationship. Customers who have been coming back for three years or more generate 75% more revenue than new customers. So it is mission-critical to know who your customers are, what makes them stay with you, or desert you, and to make sure you keep potentially profitable customers for at least a year.

To do this you need to capture large amounts of high-quality information about your customers; and you need to be able to analyse it thoroughly and quickly. That is e-Business Intelligence.

Supporting the e-Business Workload

Three things characterise the requirements for supporting the e-Business Intelligence workload: handling very large data volumes, enabling fast access to the information, and supporting large numbers of query users. Consider the data volumes generated by a large telephone company, retail bank, insurance and finance company, or major retail chain. With hundreds of thousands of customers, and many millions of transactions, when you start keeping historical data for analysis, keeping pre-computed summaries, adding external market and demographic data, capturing website clickstream data, then you are easily into raw data sizes beyond a terabyte. Database sizes of several terabytes are already a reality.

If you are going to understand what’s happening in the market, on your website, what’s hot, what’s not, and respond to it, for example, by modifying your pricing and promotions, maybe updating the website content and structure during the day, then you need to be able to analyse those large volumes quickly to spot and understand the trends.

A large enterprise that is maximising the efficiency of its website business is going to have teams of business analysts, product managers and marketeers on-line to analyse the business dynamically. The BI system needs to be able to support a high-concurrency analysis workload.

Oracle8i Features for e-Business Intelligence

Oracle is recognised as the premier database for transactional processing, and powering the top e-businesses. Its support for BI is less well known. So the first point to make is that BI support is not new. Oracle8i is the latest in a line of Oracle versions that have provided specialised support for BI workloads. It started with Oracle7.0, through 7.3, 8.0, 8i release 1, and now today 8i release 2.  There are now many features in 8i that make it the premier platform for BI workloads as well. This paper will look at some of the major features: Summary Management and Dynamic Query Re-Write, Composite Table Partitioning and Partition-Wise Joins, Fast Bulk Data Movement, and Server-Based Analytic Functions.

Summary Management is a server subsystem that will create and maintain tables holding pre-computed summary data, based on detail tables in the schema. The summary tables are updated according to the strategy of your choice, for example automatically whenever the detail table changes, or automatically whenever the detail table is bulk-refreshed, or only when manually requested. The subsystem monitors the summary table usage and will advise the database administrator which summaries should be kept, which should be dropped and which new ones should be created. It does this on the basis of a cost-benefit analysis, comparing the amount of use a summary table gets with the cost of maintaining it in terms of space for the summary tables and indexes, and refresh time.

Although in many data warehouses there is a genuine business need to keep very detailed data for some kinds of analysis, the majority of queries users make only require summarised information; for example, monthly, quarterly or yearly results, rather than daily or transaction level detail.  Dynamic Query Rewrite examines incoming SQL queries to see if summary tables exist which can satisfy the query. If that is the case, then the SQL query code is dynamically and transparently re-written to redirect the query to the summary tables. So, instead of retrieving all the detail data and then performing SUM operations to return the desired result, the query accesses the pre-computed results in the summary tables. This can make the difference between a query taking, for example, four minutes, and a query taking only four seconds. Because this ability is in the server, it does not matter where the SQL comes from. It could be hand-written, from an Oracle query tool like Discovever, or from a third-party tool. The tool, and it’s user, do not need to know that the summary tables exist, and do not need to write any special kind of SQL statement. 

Oracle8.0 introduced the ability to break up a big table and it’s indexes into smaller pieces called partitions. Table Partitioning makes it easier and faster to carry out administration activities such as refresh, backup and index building. In 8.0, the data was divided up by key range - so, for example, the first thousand records according to the unique key went into partition one, etc. Oracle8i expanded on this with hash partitioning, which allowed data to be allocated to partitions according to a random algorith. This has the advantage of minimising any natural ‘skew’ (uneven distribution) of the data values. However, Oracle8i goes further and supports the combination of key range and hash partitioning strategies, with a new strategy called ‘Composite Partitioning’. This allows big tables to be partitioned at the first partition level by key range, and then those first-level partitions to be sub-partitioned with a hashing algorithm. Typically the first level will be organised by something meaningful to the business, such as time, so maybe each first-level partition represents data for one month of the year. 

Composite Partitioning has major benefits. First, when a user queries the data, the query engine will only visit or join partitions which can contribute to the answer. All the other data is never even considered. This feature is called Partition Wise Joins and it makes for much more efficient and faster querying. Second, because the data is actually randomly distributed between the subpartitions, parallel configurations can be evenly balanced, and so the performance benefit of a parallel configuration is maximised.

To support bulk Extract and Load operations, Oracle8i introduces two new features. Transportable Tablespaces allows the entire tablespace and contents to be copied to a different database instance. This can be used in a number of ways, for example to easily prototype and feed data marts from an enterprise data warehouse, to bring source data quickly into a data warehouse staging area, or for third-party information suppliers to provide their data in the form of ready-built tables, rather than flat files.

The Direct Path Load API allows third-party tool developers to access the direct path load option in SQL Loader. This uses the low-level call interface in Oracle to insert data, rather than using SQL INSERT commands, and in this way provides very fast bulk data loading.

As basic analytic requirements have matured from a specialist area into the mainstream, it makes sense to exploit the power and scalability of Oracle8i by providing popular analytic functions in the database. Oracle8i Analytic Functions include 

· Rollup - providing totals along one dimension in the dataset defined by a query

· Cube - providing totals along all the dimensions in dataset

· Rank - returning, for example, the top ten products by revenue

· Moving Window - returning, for example a 30 day moving average

· Period Comparisons - expressing, for example, January 1999 sales revenue as a percentage of January 1998

· Ratio-To Repory - expressing January sales as a percentage of the full year

· Sampling - returning a random sample, up to 10% as required, of the records defined by the query. This is useful, for example, for preparing datasets for data mining tools, or for getting a ‘quick-and-dirty’ answer to a question like ‘approximately how many of my customers fit into the 30-40 age range?’. 

The availability of basic analytic functions in Oracle8i can be exploited by business intelligence tools like Oracle Express. The hard work of ‘number-crunching’ these basic analytics on large volumes of data can be done in Oracle8i, leaving Express free to concentrate on the more advanced analytics it offers to more specialized users.

The Proof, The Whole Proof, and Nothing but the Proof
Finally, let’s look at a dramatic proof-point for the assertion that Oracle8i is the premier platform for e-Business Intelligence solutions.

In 1998, the IT group at British Telecom wanted to know just how practical it would be to operate an extremely large database to support anticipated business needs over the coming years. They invited Oracle and their hardware vendors to join them in a proof of concept. The objective was to prove the scalability and mangeability of a very large database with a set of tests representative of a production system. Interestingly, although concurrent query performance was also important, this proof test was not set up as a performance benchmark, but the results obtained were outstanding as we shall see below.

BT technicians worked with Oracle to design and build the database. The test data was designed to be an accurate reproduction of BT’s production data. The tests covered creating the tables, building the indexes, refreshing the tables and rebuilding the indexes, backing up and restoring the database and restart and recovery from forced failure, as well as high concurrency queries.  BT specified the tests, took part in the running of the tests, and verified the results. Winter Group, the industry analysts and worldwide database experts, were commissioned to independently audit the tests. A strict requirement of the test was that it be run using only production available products. No special modifications or custom code was allowed.

First, the database was built with 8 months worth of data and all the tests were completed successfully. Then the database was expanded to hold 16 months worth of data and the tests were rerun at the new data volume, again successfully. The ability of the database to double in size at these level, and continue to deliver the performance and manageability necessary in the real world was a key result. 

The scale of the test is impressive in any terms. The fact table held over 12 terabytes of data, the database was 35 terabytes, all in a single instance, on 41 terabytes of disk, all mirrored, making a total of 82 terabytes of disk. This required some 2400 disk cabinets to be connected!

The test results are outstanding. Here is Oracle’s comparison of the load test results against the current TPC-R industry benchmark record for business intelligence workloads which specifies a one terabyte dataset:





Oracle8i

TPC-R 

Data Size


15Tb


1Tb

Line Item Size


1000bytes

6bytes

Load Time


54 hours

43 hours

Load Speed


2.4 Gigabytes/h
400 Megabytes/h

CPUs Used/Speed

48x400

64x550

Memory


24Gb


32Gb

Raw Data/Disk Ratio

1:2


1:6

So, Oracle8i loaded much faster than the current TPC-R record, using a smaller, less powerful and cheaper hardware configuration. In addition, the Oracle database needed far less disk space in relation to the raw data size.

In the query tests, 1000 (one thousand) concurrent query processes, with no ‘think time’ separation, were serviced at the rate of 2,837 queries a second.

Conclusion

The Winter Group audit of the tests commented that this was the biggest single table they knew of, the biggest single instance database they knew of, that this was not an artificial vendors benchmark, but was in fact a realistic set of tests as specified and verified by the customer. They further commented that the features of Oracle8i were a major factor in the success of the tests. Richard Winter commented ‘Oracle is the best choice for any size of data warehouse’.

The project team’s report of the project, approved by BT, is already publicly available and the Winter Group audit of the project should also be available by the time this paper is presented.

Using some of the features discussed in this paper, and other production features, Oracle8i has achieved results which put the question of its capability to handle extremely large business intelligence workloads beyond question. It has proved to be able to handle extremely large volumes, to be very fast even at these volumes, and to be able to support large numbers of query users.

Oracle8i is the platform for e-Business Intelligence.
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